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Welcome

At Fairspace, our work is rooted in people: their safety, their dignity,
and their right to feel respected in every space they enter. New
technologies, including Artificial Intelligence (Al), are becoming part
of everyday work across all sectors. They can help us save time,
organise ideas, access information more easily, and make our
content more accessible.

At the same time, Al also brings important questions. Because we
work on sensitive issues such as harassment, discrimination,
inclusion and youth safety, we have a responsibility to approach
these tools with care. Al systems are not neutral, and they may
reproduce or reinforce harmful stereotypes or misunderstandings
that directly affect the communities we serve.

This policy helps us navigate Al in a way that aligns with Fairspace’s
values: inclusive, innovative, people-centred and authentic.

Al Assistance Acknowledgement

Sections of this policy were drafted with support
from Al tools to help organise content and
improve clarity. All Al-generated material was
critically reviewed, adapted and approved by the
Fairspace team, specifically Zeynep Ugur. No
sensitive data was used in the drafting process.
Final responsibility for the policy, its principles
and its implementation rests fully with Fairspace.



Why We Created
This Policy

1. To support staff in using Al comfortably (only
when it's helpful)

Al is not here to replace your judgement,
expertise, or relationships. You're the expert.
This policy is meant to be a friendly guide, not a
mandate. You can use Al as much or as little as
feels useful. You can opt out entirely, and that’s
completely fine. If you do want to try Al tools, this
policy gives you:

 clear starting points

« tips for safe and ethical use

» examples, prompts, and checklists
 role-specific guidance

» and people you can turn to for help

2. To protect the communities we work with

Our work deals with sensitive topics, such as
harassment, discrimination, racism, gender
inequality, bullying, inclusion, and trauma. Al
systems are not neutral. They are shaped by the
society they’re trained on, which means they can
repeat or amplify:

» sexist patterns

 racist stereotypes

» ableist assumptions

» Eurocentric perspectives
» heteronormative language

This matters deeply because our audiences
include young people, people with lived
experiences of harm, and partners who trust us
with sensitive information. We want to make sure
our use of Al never puts someone’s dignity,
privacy, or safety at risk. This policy helps us
recognise these risks before they show up, and
gives us strategies to mitigate them.

3. To use technology aligned with our values

Fairspace is committed to promoting safety,
inclusion, accessibility and social justice. Our use
of technology should reflect these commitments.
Al is not just a technological tool, it is shaped by
social and environmental factors, including
unequal access, opaque design processes and
significant resource use. Because of this, we
approach Al with:

« awareness of its social and environmental
impacts

» preference for tools that support privacy and
sustainability

 attention to how power and representation
shape technology

» along-term goal of exploring more ethical
and local alternatives

Using Al in line with our values helps us remain
intentional, rather than reactive, in a rapidly
changing technological landscape.



Al in Plain
Language

What is Artificial
Intelligence (Al)?

Al refers to computer systems
that can perform tasks we
usually associate with human
thinking; like finding patterns,
generating text, or translating
language. Al does not
“understand” information the
way people do. It identifies
patterns in data and uses
those patterns to predict an
output.

What is a Large
Language Model ?

A Large Language Model (LLM)
is the type of Al behind text
tools like ChatGPT and Claude.
It learns by analysing
enormous amounts of text from
the internet, books, articles,
forums, and more; far more
than any person could ever
read.

How does Al “generate” its output?
When you write a prompt, the Al model:

1.Looks at the patterns it learned from its massive training data.

2.Predicts the most likely next words, one after another.

3.Produces a fluent answer based on probability, not
understanding.

This means an Al tool can be helpful, but also give confident but
incorrect answers, oversimplify complex topics, and miss nuance or
context. Your judgement, experience, and values remain essential
at every step.

Why understanding LLMs matters for Fairspace

Understanding LLMs helps us work with them safely and critically,
because:

The datasets are huge and often opaque.

We usually do not know exactly which books, websites, forums, or
social media posts were included. This means we also don’t know
whose voices are overrepresented or missing.

Patterns in the data include patterns in society.

If the training data contains racism, sexism, homophobia, ableism
or other biases (and it does), LLMs can reproduce or even amplify
those patterns in their output.

There is no built-in understanding or empathy.

LLMs sound fluent, but they do not understand harm, trauma, or
social context. They may produce explanations or examples that
oversimplify, stereotype, or unintentionally cause harm.

LLMs reflect dominant norms.

Because they learn from the “average” patterns in the data, their
voice often defaults to Western, English-speaking, majority-group
perspectives unless we guide them otherwise.

Because of these limitations, LLMs require careful human oversight,
especially in work that involves sensitive topics like harassment,
discrimination, and safety.



The Social Challenges of Al

This section outlines three core risks of Al that are especially
important for Fairspace to recognise and respond to. These are not
just technical concerns, they reflect the social inequalities we work
to challenge every day.
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Al can perpetuate sexism, racism and discrimination
Al systems are trained on vast amounts of existing data, including books, websites,
social media, and historical records. This data reflects the biases already present in
society. As a result, Al tools can:

« reinforce stereotypes in how they describe people or roles

» prioritise dominant voices while overlooking marginalised ones

» produce content that normalises harassment or downplays harm

» make decisions (like filtering candidates) that mirror past discrimination
For an organisation like Fairspace, this means that Al doesn’t just risk “getting it
wrong,” it can also reinforce the exact injustices we are working to dismantle. That’s
why we need to review all Al-generated content carefully, especially when it touches
on identity, safety, or representation.

Al can harm critical thinking
Al tools can be helpful for writing, planning, and summarising, but they are designed
to make tasks feel easy and fast. This convenience can sometimes discourage deeper
thinking. If we rely too much on Al, we risk:

» skipping over important reflection or analysis

» accepting simplified or surface-level answers

« letting go of our own creative or political judgement

* producing repetitive or generic content
Fairspace’s work is rooted in context, nuance and care. We cannot afford to let Al
flatten our ideas or distance us from the critical thinking our work requires. Al can
support our thinking, but it should never replace it.

Al is socially and environmentally unsustainable

The impact of Al goes beyond screens and text boxes. Behind the scenes, building
and running Al systems uses enormous resources.

Some examples include:

« Training large Al models consumes massive amounts of electricity and water.

» Servers that run Al tools contribute to carbon emissions and electronic waste.

« Some of the content “cleaning” and data labelling is outsourced to underpaid

workers in precarious conditions.

» The most powerful Al systems are controlled by a few large tech companies.
These impacts often go unseen, but they are real. As an organisation committed to
equity, sustainability and human dignity, Fairspace must consider the full footprint of
the tools we use. That means reducing unnecessary Al use, choosing more ethical
tools when possible, and staying aware of who is affected by the systems we rely on.



The Potential Benefits of Al

Al will never replace the heart of our work: community-led, trauma-sensitive, and
socially grounded change. But when used critically and intentionally, Al can help us
carry out some of our daily work more efficiently, inclusively, and accessibly. This
section outlines where and how Al might support Fairspace’s goals.

Supporting Fairspace’s mission
Used critically and in the right situations, Al can
support our values-driven work by helping us:

Make knowledge more accessible
Translate materials, simplify complex texts, or
tailor content for different literacy levels.

Reach wider audiences

Adapt content across languages and platforms
more efficiently, especially in communications
and outreach.

Free up time for care-based work

Reduce the time we spend on formatting, or long
admin tasks, so we have more space for
facilitation, thought, and collaboration.

When Al is helpful

At Fairspace, we've found that Al works best
when it is used to:

« draft first versions of generic content

» rewrite or simplify existing text

» brainstorm lists of ideas to react to

« tidy up language, formatting, or structure

« distill key insights from long reports/policies

» cross-check information we create against

(e.g. proposal against open call criteria)

It's most useful in the middle of a task: not for
defining the purpose at the beginning, or
reviewing the final result at the end.

Work more sustainably
Avoid burnout by lightening the load on tasks
that don’t require deep human insight.

Keep up with complexity

Stay informed on fast-changing topics (like social
safety policy or tech regulation) by using Al to
summarise or scan relevant sources.

These potential benefits are only meaningful
when we stay in control, and ensure that Al
doesn’'t water down our politics, our nuance, or
our accountability to people.

When Al is not helpful

There are some things Al simply cannot do well,
and shouldn’t try to. These include:
« working with sensitive stories, identities,
communities, or personal data
» producing content about trauma,
harassment or harm
» replacing creative or relational thinking
« making decisions that affect real people’s
opportunities or wellbeing
In these cases, the risk of flattening,
misrepresenting, or violating trust is too high.

Our approach: Critical Use in service of our work
We use Al if, and only if, it helps us do something more accessibly, more clearly, more
sustainably, and with more time for human connection and deep thought. Even then,

we always:
e add the first and final human touch

» ask whether the output truly reflects our tone and values

» take responsibility for the result

Al should never lead our work. But used well, it can help us carry it further.



Fairspace Al
Ground Rules
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Al should lighten the load, not raise expectations.

Al is an optional support tool, not a new performance standard. No one at Fairspace
should feel pressured to use Al or to increase their speed or output because these
tools exist. Your wellbeing, boundaries and professional judgement remain more
important than productivity gains.

We start and finish with human thinking.

Al can help in the middle of a task, but it should never define what we do or have the
final word. We set the direction, context and values at the start, and we take
responsibility for reviewing, adapting and approving anything we use in the end.

Review Al like a critical curator.

These three questions are your quick “safety check” for any Al-generated content:
Where is the bias? Do | take ownership of this? Is it nuanced enough for its context? If
you spot issues or feel uneasy, adapt the output or don’t use it.

Prompt with values and context (safely).

Tell the Al who we are, who the audience is, and what principles matter (e.g. trauma-
sensitive, intersectional, non-victim-blaming). Asking for diverse perspectives and for
the model to flag its limitations brings the output closer to Fairspace’s tone and
approach. When it’s safe to do so, sharing non-sensitive context (like public Fairspace
materials or project descriptions) helps Al produce more relevant results. However,
never upload personal data, confidential documents or trauma-related content.

Be transparent about Al use.

If Al played a meaningful role in a piece of work, say so. Transparency builds trust
inside the team and with partners, and helps us stay honest about how our content is
produced and where human judgement was applied.

Set shared Al norms in collaborations.

When we work with others, we make shared decisions about if, how and when Al will
be used in the project. Agreeing on this early prevents misunderstandings and helps
everyone stay aligned on privacy, ethics and values.

Use the right tool for the job.

Different tools have different strengths and risks, so choose the one that best fits the
task. For example: DeeplL for translation, Perplexity for research, Claude for accurate
drafting or summarising. Prioritise tools that align with Fairspace’s values and privacy
needs.

When in doubt, slow down and ask.

If something feels off, too sensitive, or ethically unclear, you don’t have to decide
alone. Stop, don’t use the output, and check in with a colleague, your lead, or the Al
focal person before moving forward.



Tips for Using Al
Effectively

1. Choose the right model for the job.

Use Claude for accuracy and nuance; ChatGPT
for creativity and rewriting; Perplexity for
research; DeepL for translation. Within ChatGPT,
choose the right mode (Auto / Instant / Thinking)
based on the complexity of your task.

2. Use ‘Deep Research’ or ‘Web Search’ for
anything fact-based.

These modes give slower, more accurate results
with source links. Always click the links to verify
information and check the diversity of sources.

3. Skip greetings, start with a direct instruction.

Models work best when you begin with a clear
command like: “Draft three options for...” instead
of “Hi, can you...". This is also slightly more
energy-efficient.

4. Work with ‘Projects’ and upload relevant,
non-sensitive documents.

Uploading safe materials (public reports, drafts,
outlines) improves accuracy and context.
Never upload personal information, HR files,
incident notes, or sensitive stories.

5. Give the model examples.

Al becomes dramatically better with examples:
tone samples, rough drafts, bullet points, etc.
Even messy human thinking is better than no
examples.
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6. Work section-by-section, not all at once.
Guide the model step by step: “Outline -> Section
1 - Refine section 1 - Section 2 This gives you
control, prevents errors, and keeps the workflow
manageable.

7. Limit the scope & Request multiple options.
Request 2-3 alternatives to increase creativity
and avoid generic or repetitive results. Set
explicit boundaries (e.g. “150 words max”) to
prevent redundant or unfocused content.

8. Invite the model to ask for clarifications.
Add: “Ask any clarifying questions you need
before completing the task.” This prompts the Al
to slow down, check assumptions, and avoid
incorrect or generic answers.

9. Edit your prompt if the output seems off or
misunderstood.

If the model misinterprets your request, revise
the prompt, not the output. Clarify the task,
simplify the ask, or break it down into smaller
steps. Often the issue is prompt clarity, not
model quality.

10. Ask the model to critique its own output.
Use: “List weaknesses, missing perspectives, or
biases.” This surfaces issues early and supports
a more careful final review.



Al Collahoration

Framework

Use this framework whenever

you're deciding whether (and
how) to use Al for a task. It’s
designed to help you slow
down, assess the risks, and
stay aligned with Fairspace’s
values.

You are supporting a Stichting
Fairspace team member with a task.

Your tone must be trauma-sensitive,
intersectional, authentic, inclusive, and
people-centred. Your priority is clarity,
nuance and accessibility.

The task: Describe what you need help
with and the specific first step. (e.g.
“Draft a first outline for a workplace
training module introduction.”)

Audience: Who this is for (e.g.
students, workplace leaders, municipal
partners)

My own human thinking so far:

The ideas, notes, or structure you
produced in your 5-minute pre-Al
brainstorm

Relevant context: Add only non-
sensitive information (e.g. public
Fairspace materials, project
descriptions, themes, learning goals)

Instructions for how to respond:

o Build on my human ideas, don’t
override them.

o Stay aligned with Fairspace’s tone
and values.

e Avoid clichés, stereotypes or
generic examples.

e Make the content accessible,
trauma-sensitive and nuanced.

» Provide 2-3 options, not one single
answer.

« At the end, list potential risks,
biases, or missing perspectives |
should watch out for.

Now produce your response. Ask any
clarifying questions you need to
complete the task.

1. Clearly define the task.

Before opening any Al tool, write down the task clearly for
yourself. If the task itself is unclear, Al will not fix that. Start
with your own clarity first.

2. Identify the elements that require your human
judgement.

» social awareness

» trauma-sensitive communication

« lived experience

e context about a community or partner

» ethical or relational decision-making
These parts should remain fully human.

3. Identify the elements Al can support you with.
Look for simple, non-sensitive tasks, such as:
 drafting a first outline
 translating or rephrasing generic text
e summarising public documents
» generating ideas or structure
Al can help here, as long as you still guide the process.

4. Assess the risk.
Ask yourself:

» Does this involve sensitive or personal data?

» Does this involve partner content?

» |s there any chance of harm, bias, or misrepresentation?
When unsure, pause and reflect with a colleague.

5. Start with human thinking, freely.
Set a 5-minute timer to start the task yourself before
handing it over to Al, don't worry about the quality.
This step ensures you:

» don't become dependent on Al for creativity

« allow your own ideas to surface before the Al's patterns

shape them

» establish a human starting point for the collaboration

This becomes the foundation for the next step.

6. Prompt with context and values.
Use the prompt on the left as a template/reference.

7. Finish with human thinking, critically.
Evaluate the result by asking:
e Do | stand behind this?
» Does this reflect Fairspace’s tone and values?
 Is anything missing, oversimplified, or biased?
Revise, rewrite, or discard as needed; you remain responsible
for the final output.



Choosing the
Right Al Tool

Tool

Claude

ChatGPT

Perplexity

DeepL

Tasks best performed

Drafting proposals and reports
Creating training outlines
Summarising long public documents
Rewriting complex text with nuance
Sensitive language tasks

Brainstorming creative ideas
Writing social media captions,
Drafting blog outlines

Simplifying text into plain language
Creating templates / agendas

Researching public information
Scanning policy updates

Exploring funder/partner landscapes
Compiling reading lists

Quick high-level comparisons

Translating generic text
Polishing tone between languages
Rewriting text in simpler language

Why this tool?

Excellent at clear,
structured thinking
and maintaining
accurate, nuanced
tone. Strong
alignment with
sensitive, people-
centred writing.

Very fast, flexible,
and creative.
Produces multiple
variations and can
match a friendly,
accessible tone.
Supports early-stage
thinking and
operational tasks.

Provides source
links, helpful for
orientation, research,
and checking what is
already publicly
known. Good for
Space Leads &
Business
Development.

Best quality
translations.
Maintains clarity and
tone well.

Cautions

Do not upload
real stories,
personal data
or confidential
documents.
Still requires
human tone
review.

Often
overconfident,
double-check
facts. Review
for clichés or
tone issues.
Not suitable
for sensitive
content.

Must verify
information at
the original
source. Avoid
using it for
sensitive or
internal
research.

Never
translate
sensitive or
confidential
text. Review
the translation
for nuance and
inclusivity.



Long-Term
Aspirations for Al
at Fairspace

As Al technologies develop, Fairspace aims to
shape its use intentionally and ethically. We see
Al as an opportunity to support our mission: not
replace human care, expertise or relationships.
These long-term aspirations guide how we hope
to grow, innovate and model responsible practise
in the sector, in line with our 2035 vision.

1. Moving toward ethical, sustainable, and
locally-run Al models.

Fairspace aims to gradually adopt smaller,
greener, and more transparent models (e.g. Phi-3
SLM), reducing environmental impact while
giving us greater control over data and values. In
the long term, we aspire to host our own local,
privacy-preserving model that runs on Fairspace
devices, allowing us to work securely, minimise
reliance on large tech companies, and shape Al
tools that truly reflect Fairspace’s tone,
commitments and community needs.

2. Leading by example in digital innovation
through ethical Al tools

Fairspace’s long-term vision includes expanding
digital offerings. We are uniquely positioned to
design ethical Al tools informed by our work in
building safe(r) spaces. In the long term, we aim
to develop tools that help organisations identify
harmful language patterns, personalise e-
learning trajectories, or check materials for bias
and exclusion. By doing so, Fairspace can help
set a new standard for socially conscious Al
design.

3. Scaling Fairspace'’s impact through careful,
human-led automation.

As Fairspace’s visibility and demand continue to
grow, Al can support us in extending our reach in
thoughtful and ethical ways. This may include
guiding potential clients through our services on
the website, responding to generic inquiries, or
supporting our social media and communications
workflows: always transparently, and always with
a human available for anything sensitive or
relational. Used well, these small forms of
automation help us meet increasing demand
while preserving Fairspace’s small and agile
team.

4. Supporting Fairspace’s international and
multilingual ambitions.

As Fairspace builds new partnerships and
engages with audiences beyond the Netherlands,
Al can help us communicate across languages,
adapt public materials (e.g. newsletter) for
diverse contexts, and stay informed about
international policy landscapes. This allows us to
collaborate more widely and deepen our global
presence.

5. Strengthening Fairspace’s leadership in the
field through data-driven M&E.

As Fairspace invests in more advanced
monitoring and evaluation systems, Al can
support the organisation’s ability to communicate
impact. This may include organising non-
sensitive quantitative data, turning indicators or
KPIs into accessible dashboards, summarising
anonymised survey trends, or drafting narrative
insights. These tools can help Fairspace
communicate evidence more clearly, amplify its
expertise, and strengthen its position as a sector
leader.



